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Abstract hidden structure in ensembles of images, such as clus-
ters (Gordon et al., 2003) or parts (Lee & Seung, 1999), in
Can we detect low dimensional structure in high dimethis paper, we shall focus solely on the continuous struc-
sional data sets of images? In this paper, we proposet@arme that arises from image manifolds.
algorithm for unsupervised learning of image manifolds Beyond its applications in computer vision, manifold
by semide nite programming. Given a data set of imagégarning is best described as a problem at the intersection
our algorithm computes a low dimensional representatiohstatistics, geometry, and computation. The problem is
of each image with the property that distances betwesimply stated: given high dimensional data sampled from
nearby images are preserved. More generally, it candgow dimensional manifold, what can we infer about
used to analyze high dimensional data that lies on or ngas structure of the manifold? In the last few years, re-
a low dimensional manifold. We illustrate the algorithrsearchers have uncovered a large family of graph-based
on easily visualized examples of curves and surfaces,afgorithms for computing faithful low dimensional rep-
well as on actual images of faces, handwritten digits, argkentations of high dimensional data. These so-called
solid objects. spectral methods compute low dimensional embeddings
from the top or bottom eigenvectors of an appropriately
constructed matrix. Algorithms in this family—including
1 Introduction Isomap (Tenenbaum et al., 2000), locally linear (Roweis
& Saul, 2000), Laplacian eigenmaps (Belkin & Niyogi,
Many data sets of images and video are characterized2®3), and others (Brand, 2003; Donoho & Grimes, 2003;
far fewer degrees of freedom than the actual number4iiang & Zha, 2004)—can reveal low dimensional man-
pixels per image. The problem of dimensionality reduéfolds that are not detected by classical linear methods,
tion (Burges, 2005) is to understand and analyze these gueh as principal component analysis (Jolliffe, 1986).
ages in terms of their basic modes of variability—for ex- Our main contribution in this paper is a new algo-
ample, the pose and expression of a human face, or therittim for manifold learning based on semide nite pro-
tation and scaling of a solid object. The problem arises @framming. Like other spectral methods for dimension-
ten in computer vision and pattern recognition (Lee et ahljity reduction, it relies on ef cient and tractable opti-
2003; Pless, 2004; Elgammal & Lee, 2004; Souvenir &izations that are not plagued by spurious local minima.
Pless, 2005). It is also of great interest to researcherdriterestingly, though, our algorithm is based on a com-
biological vision and computational neuroscience (Seuptptely different geometric intuition (and optimization)
& Lee, 2000). and it overcomes certain well-known limitations of pre-
Mathematically, we can view an image as a point kious work. Our algorithm also reveals an interesting and
a high dimensional vector space whose dimensionalityisexpected connection to recent work on kernel methods
equal to the number of pixels in the image (Turk & Penta pattern recognition (Scholkopf & Smola, 2002).
land, 1991; Beymer & Poggio, 1996). If the images in a The organization of this paper is as follows. In sec-
data set are effectively parameterized by a small numitien 2, we review classical methods for linear dimension-
of continuous variables, then they will lie on or near a loality reduction, then introduce the nonlinear transforma-
dimensionamanifoldin this high dimensional space (Lutions that we consider for unsupervised learning of image
et al.,, 1998). Though one can imagine other types wianifolds. In section 3, we show how to formulate man-



ifold learning as a highly tractable problem in semide& set of vectors is determined up to rotation by its inner
inite programming; this leads to a simple algorithm fgsroduct matrix.
computing low dimensional mappings that preserve theThough based on somewhat different geometric intu-
distances between nearby data points. In section 4, itiens, PCA and MDS yield the same results—essentially
present experimental results on several data sets, incladetation of the inputs followed by a projection into the
ing easily visualized examples of curves and surfaces,sagspace with the highest variance. The correlation ma-
well as images of faces, handwritten digits, and solid ofpix of PCA and the inner product matrix of MDS have
jects. In section 5, we show how to relax the distancgre same rank and eigenvalues up to a constant factor.
preserving constraints in the original formulation of thBoth matrices are positive semide nite, and gaps in their
algorithm; these relaxations can lead to improved sokligenvalue spectra indicate that the high dimensional in-
tions for sparsely sampled or noisy data. Finally, in segutsx; 2R P lie to a good approximation in a lower di-
tion 6, we compare our algorithm to previous approachegnsional subspace of dimensionalitywhered is the
in manifold learning and conclude by describing severaimber of appreciably positive eigenvalues. These lin-
directions for future work. ear methods for dimensionality reduction generate falithfu
projections when the inputs are mainly con ned to a low

. . . . dimensional subspace; in this case, their eigenvalues also

2 DImenSlOﬂallty Reduction reveal the correct underlying dimensionality. They do not

] ) ) ) ~generally succeed, however, in the case that the inputs lie
We study dimensionality reduction as a problem in Uy 3 jow dimensional manifold.

supervised learning. Given high dimensional inputs

putsy; 2R 9 in one-to-one correspondence with the inpu®.2  From Subspaces to Manifolds
that provide a faithful representationdr<p dimensions?

By “faithful”, we mean that nearby points remain nearblf PCA and MDS are spectral methods for linear dimen-
and that distant points remain distant; we shall make tisionality reduction, what are their nonlinear countergart
intuition more precise in what follows. Ideally, an unsuh fact, there are several, most of them differing in the
pervised learning algorithm should also estimate the geometric intuition they take as starting points and in the
trinsic dimensionalityd of the manifold sampled by thegeneralizations of linear transformations that they aem
inputsx;. to discover.

Our algorithm for manifold learning builds on classi- The nonlinear method we propose in this paper is based
cal methods for dimensionality reduction (Jolliffe, 1986undamentally on the notion aometry For the sake of
Cox & Cox, 1994). We therefore begin by brie y review-exposition, we defer a discussion of competing nonlin-
ing the linear methods of principal component analysésir methods based on isometries (Tenenbaum et al., 2000;
(PCA) and metric multidimensional scaling (MDS). Th®onoho & Grimes, 2003) to section 6. Formally, two Rie-
generalization from subspaces to manifolds is then madannian manifolds are said to be isometric if there is a

by introducing the idea of local isometry. diffeomorphism such that the metric on one pulls back
to the metric on the other. Informally, an isometry is a
21 Linear Methods smooth invertible mapping that looks locally like a rota-

tion plus translation, thus preserving distances along the
PCA and MDS are based on simple geometric intmanifold. Intuitively, for two dimensional surfaces, the
itions. In PCA, the inputs are projected into the lowelass of isometries includes whatever physical transferma
dimensional subspace that maximizes their projected véi¢ns one can perform on a sheet of paper without intro-
ance; the basis vectors of this subspace are givendsiging holes, tears, or self-intersections. Many interest
the top eigenvectors of the p covariance matrix, ing image manifolds are isometric to connected subsets of

= % : XiXiT- (Here and in what follows, we assumé&uclidean space (Donoho & Grimes, 2002).

without Io%s of generality that the inputs are centered onlsometry is a relation between manifolds, but we can
the origin: ; x; =0.) In MDS with classical scaling, theextend the notion in a natural way to data sets. Con-
inputs are projected into the subspace that best presesidsr two data setbx;g.; andfy;gl; that are in one-
their pairwise squared distandes; X; k? or, more pre- to-one correspondence. We will say that the data sets are
cisely, their dot productg; x;. The outputs of MDS k-locally isometric if for every poink;, there exists a ro-
are computed from the top eigenvectors of then in- tation and translation that mapsand itsk nearest neigh-



guish between linear methods for dimensionality redutSwiss roll”. The goal of this section is to formalize the
tion, such as PCA and MDS, and the nonlinear metheteps of this transformation—in particular, the constsain
proposed in this paper. Whereas the linear methods cdhat must be satis ed by the nal solution, and the nature
pute mappings that aim to preserve Euclidean distancéshe optimization that must be performed.
between all pairs of data points, our method considers the
much larger class of nonlinear transformations that only
preserve the geometric properties of local neighborhoods.
We formalize this approach as an algorithm in the next
section.
We will often refer to the outputg; as providing a low
dimensional “embedding” of the high dimensional inputs
Xi. By this, we mean that the outputs provide an explicit
low dimensional vector representation of the inputs that
faithfully preserves local distances. As in previous work
on “manifold learning” (Tenenbaum et al., 2000; Roweis
& Saul, 2000; Belkin & Niyogi, 2003), it should be em-
phasized that our algorithm takes as input not the under-
lying manifold—which may not be known a priori—but a
discrete set of high dimensional vectors. From this input,
the algorithm constructs a weighted neighborhood graph
and produces vector outputs that locally respect the prop-
erties of this graph. In the literature on manifold learning
it is common to refer to the outputs as an “embedding”
rather than an “immersion”, even though the latter better
re ects the mathematical usage of these terms for man-
ifolds. In particular, the algorithm does not necessarily
output an embedding of the underlying manifold in the

sense of the Nash embedding theorems (Nash, 1956). Figure 1: Maximum variance unfolding of = 800 data
points sampled with noise from a “Swiss rollTop: A

discretized manifold is revealed by forming the graph that
3 Maximum Variance Unfo|ding pairwise connects each data point andkits 6 nearest

neighbors. Middle: The data set is unraveled by maxi-
Taking as a starting point the notion of local isometry, waizing its variance subject to the constraint that distance

can now formulate the problem of manifold learning moi@ong edges in the graph are preservBottom: Eigen-
precisely. In particular, given inputsx; 2 RP, can we Vvalues of the data set's Gram matrix, before and after

nd n outputsy; 2R ¢, whered < p, such that the inputs unfolding, shown as a fraction of the trace. The number
and outputs ard-locally isometric, or at least approxi-Of appreciable eigenvalues reveals the dimensionality of
mately so? In this section, exploiting the observation tH&e subspace in which most of the data’s variance is con-
the outputs are determined up to rotation by their innegntrated.
product matrixKj = y; y;, we shall show how to ex-
press this problem as a constrained optimization over the
cone of positive semide nite matrices.

Like PCA and MDS, the algorithm we propose foB.1 Constraints
manifold learning is based on a simple geometric intu-
ition. Imagine each input; as a steel ball that is con-The notion of isometry between discrete point sets in sec-
nected to itk nearest neighbors by rigid rods. The effetton 2.2 can be translated into various sets of equality con-
of the rigid rods is to x the distances and angles betwestraints on the inputsx; giL; and the outputBy;g, . To
nearest neighbors, no matter what other forces are appledin, note that neighborhoods of inputs and outputs will
to the inputs. Now imagine that the inputs are pulled apdsg related by translation and rotation if and only if all the
maximizing their total variance subject to the constraintlistances and angles between points and their neighbors
imposed by the rigid rods. Fig. 1 shows the unravelirage preserved. Thus, whenever befhandxy are neigh-



bors ofx;, for local isometry we must have that:

(i yi) Vi yo) =(xi x5) (x5 x«): (D)

Eq. (1) is suf cient for local isometry because the triangle
formed by any point and its neighbors is determined up to
rotation and translation by specifying the lengths of two
sides and the angle between them. In fact, such a triangle
is similarly determined by specifying the lengths of all its

H n .n
sides. Thus, we can also say thatgy; andfy;g., are Figure 2: In the left graph, each node is connected to its

locally isometric if whenevex; andx; are themselvesk = 3 nearest neighbors; in the right graph, additional

neighbors or common neighbors of another point in tré%lges (in red) also directly connect the neighbors. Pre-
data set, we have:

serving the distances along edges in the right graph is
kv VK2 = ki xi K2 o) €quivalentto preserving the distances along edges and the
i Y Xi X @ angles between edges in the left graph.

This is an equivalent characterization of local isometry as

ed. (1), but expressed only in terms of pairwise distancg$.g piece of string, or the corners of a ag. Any slack in
The constraints that we need to impose for local isoffke string serves to decrease the (Euclidean) distance be-
etry are naturally represented by a graph witnodes, tyween its two ends; likewise, any furling of the ag serves
one for each input. Consider the graph formed by cogs pring its corners closer together. More generally, we
necting each input to itk nearest neighbors, whekeis  gpserve that any “fold” between two points on a mani-
a free parameter of the algorithm. For simplicity, we ag|d serves to decrease the Euclidean distance between the
sume that the graph formed in this way is connected;jbints. This suggests an optimization that we can perform
not, then each connected component should be analyggompute the outputs that unfold a manifold sampled
separately. The constraints for local isometry under tiﬂ§ inputsx;. In particular, we propose to maximize the
neighborhood relation are simply to preserve the lengif\$m of pairwise squared distances between outputs:

of the edges in this graph, as well as the angles between X
edges at the same node. In practice, it is simpler to deal - 1 kyi yjk?: (4)
only with constraints on distances, as opposed to angles. 2n i

To this end, we can further connect the graph by adding o
edges between the neighbors of each node (if they do R¥tMmaximizing eq. (4), we pull the outputs as far apart as

already exist). In other words, we create a fully connectBgSSiblesubject to the constraints in the previous section
clique of sizek + 1 out of every inpuk; and itsk near- We can verify that this objective function is indeed
est neighbors. By preserving the distances along edgel@ynded, meaning that we cannot pull the outputs in-
this new graph (see Fig. 2), we preserve both the distandi€!Y far apart. Intuitively, the constraints to preserv
along edges and the angles between edges in the origiAG! distances (and the assumption that the graph is con-
graph—because if all sides of a triangle are preservedg§ted) preventsuch a divergence. More formally, for any

are its angles.

inputx;, letN; be the set of indices of its nearest neigh-
In addition to imposing the constraints represented B¢rs: Let be the maximal distance between any two

the “neighborhood graph”, we also constrain the outpt§/ghbors: B )
yi to be centered on the origin: = iT%)l(i kxi  Xjk*: (5)
X =0 3 Assuming the graph is connected, then the longest path
yi==t (3) through the graph has a distance of at most We ob-

i serve furthermore that given two nodes, the distance of

Eq. (3) simply removes a translational degree of freeddhe path through the graph provides an upper bound on
from the nal solution. their Euclidean distance. Thus, for all outpytsandy; ,
we must haveky; y;k  n . Using this to provide

3.2 Optimization an upper bound on the objective function in eq. (4), we

obtain: X s 5
What objective function can we optimize to “unfold” a 1 (n)? = n : (6)
manifold, as in Fig. 1? As motivation, consider the ends 2n i 2



Thus, the objective function cannot increase witholihear equality constraints; the last one is not linear, but
bound if we enforce the constraints to preserve local disiportantly it isconvex We will exploit this property in
tances on a connected graph. what follows. Note that there a@(nk?) constraints on

Let us now collect the costs and constraints of the op@{(n?) matrix elements, and that the constraints are not
mization to maximize the variance of the outpiysgl; incompatible, since at the very least they are satis ed by
subject to the constraints that they are centered on the original inner product matri&; = x; Xx; (assuming
origin and locally isometric to the inpufx;gl, . Let thatthe inputx; are centered on the origin).

j 2f 0; 1g indicate whether there is an edge betwgen  Finally, we need to express the objective function in
andx; in the graph formed by pairwise connectinglall eq. (4) directly in terms of the inner product matk
nearest neighbors. Then, in terms of the squared distantée outputs/;. Expanding the terms on the right hand
matrix Dj = kx;  X; k?, the optimization can be writ- side, and enforcing the constraint that the outputs are cen-

ten as: tered on the origin, we obtain:
P
Maximize . ky; y;k? subjectto: 1 X _
@),y =0: - = o kyik? + ky;k®+2yi yj ; (10)
o i
(2)ky; y;k?= Dj forall (i;j ) with ; =1.
— ” “ = kyik? (11)

The optimization as stated above is not convex, as it in- x'
volves maximizing a quadratic form subject to quadratic = Kii ; (12)
equality constraints. [

We can obtain a simpler optimization by reformulating = Tr( K): (13)

the problem in terms of the elements of the inner prod- . o .

uct matrix,Kj = y; y;j. As mentioned previously, theThus: we can interpret the objective funct_|on_ for the out-
matrix K determines the outputs up to rotation. ThRUtS in several ways: as a sum over pairwise distances
distance and centering constraints in egs. (2—3) are dB<td. (4), as a measure of variance in eq. (11), or as the
ily expressed in terms of these matrix elements. For diace of their inner product matrix in eq. (13). The second
ample, expanding the square in eq. (2) and substitutifégrpretation is reminiscent of PCA, but whereas in PCA

Kj =yi yj,we obtain: we compute the linear projection that maximizes variance,
here we compute thie-locally isometric embedding. Put
Kii  2Kj +Kj = Dj (7) another way, the objective function for maximizing vari-

Likewise, the centering constraint in eq. (3) can be e?['ce remains the same; we have merely changed the al-
pressed in terms of these inner products as: owe(_j form of the dimensionality red_uc_tlt_)n. We also em-
phasize that in eq. (13), we are maximizing the trace, not
0= X vi 2 _ X yiy = X K : @8) minimizing it. While a standard relaxgtion to minimizjng
i the rank (Fazel et al., 2001) of a semide nite matrix is to
minimize its trace, the intuition here is just the opposite:
Note that both egs. (7-8) are linear equality constraints @@ will obtain a low dimensional embedding by maximiz-
the elements oK . Writing the constraints in this way,jng the trace of the inner product matrix. Fig. 3 illustrates
and noting that the outputs are determined up to rotatigfz connection between increasing variance and reducing
by their inner products, we may view our original probgimensionality. The images in this gure were obtained
lem as an optimization over inner product matri¢€s  from the intermediate solutions of a variance-maximizing
rather than vectorg;. Not all matrices, however, can bgyptimization subject to centering and local distance con-
interpreted as inner product matrices: only symmetric Mgzaints.
trices with nonnegative eigenvalues can be interpreted incollecting the costs and constraints of the above opti-

tion to the cone of symmetric positive semide nite Mayite the problem as follows:

trices (Vandenberghe & Boyd, 1996). We can write this
constraint as

ij ij

K o (9) |Maximize trace(K ) subject to:

In sum, there are three types of constraints on the in 1er(1) K0
product matrixK j , arising from local isometry, center- (2) Ky =0. S
ing, and positive semide niteness. The rst two involvg (3)Kii  2Kj + Ky = Dy forall (i;j ) with j =1.




Figure 3: Inputs sampled from a Swiss roll are “unfolded” bgximizing their variance subject to constraints that
preserve local distances and angles. The middle snapsimtsvarious feasible (but non-optimal) solutions obtained
during intermediate iterations of the optimization desed in section 3.2.

This problem is an instance of semide nite programmirtfat the outputs lie in or near a subspace of dimension-
(SDP) (Vandenberghe & Boyd, 1996): the domain is ttedity d. In this case, a low dimensional embedding that
cone of positive semide nite matrices intersected with hys approximatelylocally isometric is given by truncating
perplanes (represented by equality constraints), and the elements of;. This amounts to projecting the out-
objective function is linear in the matrix elements. Thputs into the subspace of maximal variance, assuming the
optimization is bounded above by eq. (6); itis also convexigenvalues are sorted from largest to smallest. The qual-
thus eliminating the possibility of spurious local maxity of the approximation is determined by the size of the
ima. The problem is guaranteed to be feasible becatisecated eigenvalues; there is no approximation error for
the constraints are trivially satis ed by the Gram matrizero eigenvalues. The situation is analogous to PCA and
Gj = x; x; of the inputs (assuming that the inputs areIDS, but here the eigenvalue spectrum re ects the di-
centered). There exists a large literature on ef cientiyensionality of an underlying manifold, as opposed to
solving SDPs, as well as a number of general-purpaserely a subspace.

toolboxes. The results in this paper were obtained using

the CSDP v4.9 toolbox (Borchers, 1999) in MATLAB. Computek nearest neighbors. Forin
0) the graph that connects each input/to

i, Nearest its neighbors, as well as each neigh-

3.3 Spectral Decomposition Neighbors bor to other neighbors of the same

From the inner product matrix learned by semide nite input.
programming, we can recover the outpyisby matrix Compute the Gram matrix of the
diagonalization. LeV; denote theé™ element of the 1 an maximum variance unfolding that
eigenvector, with eigenvalue . Then the inner product| Semide nite | is centered on the origin and pre-
matrix can be written as: Programming | serves the distances of all edges|in
the neighborhood graph.
Kj = X ViV (14) (11 Cpmputealow dimer_lsional embeg-
o Spectral ding from the top eigenvectors of

: . ) _ _ ) Decombosition the inner product matrix learned by
An n-dimensional embedding that kslocally isometric p semide nite programming.

to the inputs¢; is obtained by identifying the™™ element

of the outpuy; as: Table 1: The three steps of maximum variance unfolding
Y, = P ERVAS (15) (MVU), involving nearest neighbor search, semide nite
programming, and matrix diagonalization.
The eigenvalues o are guaranteed to be nonnegative.
Thus, from eq. (15), a large gap in the eigenvalue spec-The three steps of the algorithm are summarized in Ta-
trum between the™ and(d + 1) ™ eigenvalues indicatesble 1. In its simplest formulation, the only free param-




eter of the algorithm is the number of nearest neighbors

in the rst step (though one can imagine more elaborate

schemes for determining neighborhoods). The second

step of the algorithm, involving semide nite program-

ming, is the most computationally intensive. The rst and

third steps resemble those of other algorithms for mani-

fold learning, discussed in section 6; our algorithm has

rather different properties, however, due to the particula

nature of its second step. In earlier work (Weinberger &

Saul, 2004; Weinberger et al., 2004), we referred to this

algorithm as “semide nite embedding”, but here we will

adopt the name “maximum variance unfolding” (MVU),

coined by others (Sun et al., 2004), as it is both more de- , ,
scriptive and less likely to be confused with other work inigure 4:Top left:n=1617 inputs sampled from a trefoil

graph embedding that makes use of semide nite prograt‘r‘f‘-ot i_n p=3 dimensionsTop “th two dimensiopal em-
ming (Biswas & Ye, 2003; Sha & Saul, 2005) bedding computed by MVU witk =5 nearest neighbors.
’ ’ ' ' The color coding shows that the embedding preserves lo-

cal neighborhoodsBottom eigenvalues from the matri-
4 Experimental Results ces of PCA and MVU, shown as a fraction of the trace.

We evaluated the algorithm in Table 1 on several high di- ) ) ) )
mensional data sets whose inputs were either explici@)ce unfolding of color images of a three dimensional
sampled or believed to have been sampled from a low 8@lid object. The images were created by viewing a teapot
mensional manifold. from different angles in the plane. The images have
Fig. 1 shows the maximum variance unfolding of® 101pixels, with three byte color depth, giving rise
n=800 inputs sampled from a “Swiss roll”. The inputd® inputs ofp = 23028 dimensions. Though very high
hadp=8 dimensions, consisting of the three dimensioifémensional, the images in this data set are effectively pa-
shown in the top panel of the gure, plus ve extra di_r_ametenzed by one c_iegree of fregdom—the angle of rota-
mensions lled with low variance Gaussian noise. Th#n. MVU was applied ta=400 images spanning 360
middle panel of the gure shows the unfolded Swiss roflégrees of rotation, witk=4 nearest neighbors used to
computed by semide nite programming: the solution prélénerate a connected graph. The two dimensional embed-
serves distances betwekre 6 nearest neighbors. Theding discovered by MVU represents the rotating object as
eigenvalues of the inner product matrix (before and 6@__C|rcle—an intuitive re;ult analogou; to the embedding
ter unfolding) are shown in the bottom panel, normaliz&tiscovered for the trefoil knot. The eigenvalue spectrum
by their sum. There are two dominant eigenvalues—2hthe inner product matrix learned by semide nite pro-
major eigenvalue, representing the unwrapped length@gmming is shown in the bottom panel; all but the rst
the Swiss roll, and a minor eigenvalue, representing f¥C €igenvalues are practically zero, indicating the globa
width. (The unwrapped Swiss roll is much longer than @imensionality =2) of the underlying circle.
is wide.) The other eigenvalues are nearly zero, indicatingFig. 6 was generated from the same data set of images,
that the algorithm has discovered the correct dimensidnit using onlyn =200 images that were sampled over 180
ality (d=2) of the underlying manifold. degrees of rotation. In this case, the eigenvalue spectrum
Fig. 4 shows another easily visualized example. TH®m MVU detects that the images lie on a one dimen-
top left panel shows =1617 inputs sampled from a tre-sional curve, and the one dimensional embedding orders
foil knot in p=3 dimensions; the top right panel show#e images by their angle of rotation.
the maximum variance unfolding that preserves distance$ig. 7 shows the maximum variance unfolding of an-
betweerk =4 nearest neighbors. The color coding reveadsher data set of images. In this experiment, the images
that local neighborhoods have been preserved. The eigeere a subset ofi = 953 handwrittenTwos from the
value spectrum in the bottom panel reveals two domina®EPS data set of handwritten digits (Hull, 1994). The
eigenvalues; the rest are essentially zero, again indidatages havd6 16grayscale pixels, giving rise to inputs
ing the correct dimensionalityd(= 2) of the underlying with p=256 dimensions. Intuitively, one would expect
manifold—in this case, an annulus. these images to lie on a low dimensional manifold param-
The bottom section of Fig. 5 shows the maximum varéterized by such features as size, slant, and line thickness



Figure 6: Top: one dimensional embedding af=200

images of a rotating teapot, computed by MVU with

k =4 nearest neighbors. For this experiment, the teapot
o Was only rotated 180 degrees. Representative images are
shown ordered by their location in the embeddifpt-
toyn: eigenvalues from the matrices of PCA and MVU,
hpwn as a fraction of the trace.

Figure 5: Top: two dimensional embedding af=40
images of a rotating teapot, computed by MVU with 4
nearest neighbors. For this experiment, the teapot was
tated 360 degrees; the low dimensional embedding iS
full circle. A representative sample of images are super-
imposed on top of the embeddingottom: eigenvalues applications, for example, these distances only provide a
from the matrices in PCA and MVU, shown as a fractiofhugh estimate of proximity relations. Relaxing the con-
of the trace. straints always leads to solutions that have equal or greate
variance; the resulting inner product matrices also tend to

The top panel of Fig. 7 shows the rst two dimensiongave fewer numbers of appreciable eigenvalues. Thus, the
of the embedding computed by MVU with=4 nearest relaxed optimizations can be viewed as an option for more

neighbors. The eigenvalue spectrum in the bottom paﬁggress!ve forms of dimensionality re‘?‘“Ct!O”'
indicates a latent dimensionality signi cantly larger tha One simple way to relax the constraints is to replace the

two, but still much smaller than the number of signi cantt/iCt equalities in eq. (2) by inequalities. This allows th
principal components. distances between nearest neighbors to shrink, but not to

Finally, Fig. 8 shows the two dimensional embeddirg °"- As the optimization in €q. (4) is based on maximiz-

of a data set of images of rotating globes. The embedd| 68 variance, it acts to minimi;e the slack in the inequali-_
was computed by MVU with =4 nearest neighbors. Thel€s even when the§e_ copstrgmtg are no@ en_forced as strict
inputs consisted afi =900 color images a7 47 pixel equalities. The optimization in this case is given by:
resolution, corrupted by white Gaussian noise. The stan-

Qard d.eviation of the noise was equal3oo of thg pi?<el Maximize trace(K ) subject to:

intensity range; for comparison, clean and noisy |mages(1) K o

are shown to the left and right of the embedding. The
viewpoints were evenly sampled over 30 degrees Iongi-(z) i Kij =0.

tude and latitude. The diamond-shaped embedding, with3) Kii  2Kj +Kjj  Dj forall (i;j) with  =1.
representative (clean) images superimposed, reveals the

two degrees of freedom corresponding to longitude ahderestingly, the dual of this semide nite program (with
latitude. The eigenvalue spectrum in the bottom par@gqualities rather than equalities) arises in the calcu-
also indicates the correct dimensionality£ 2) of the lation of fastest mixing Markov processes on weighted

underlying manifold. graphs (Sun et al., 2004).
Fig. 9 shows the maximum variance unfolding of a

data set 0h=1960 images of faces, with inequality con-
5 Re|aXing the Constraints straints fromk =4 nearest neighbors. The images contain
different views and expressions of the same face. The im-
It is often desirable to relax the constraints in eq. (2) sualges hav®8 20 grayscale pixels, giving rise to inputs
that local distances are not strictly preserved. In somith p = 560 dimensions. The top panel in the gure




gure, the algorithm was applied with and without slack
variables ton=800 inputs sampledvithout noisefrom

a Swiss roll. When distances are strictly preserved be-
tweenk =6 nearest neighbors, the outputs “lock up” be-
fore the data set is completely unfolded; when slack is
allowed, however, we obtain the expected result. (Note
that the earlier result in Fig. 1 was obtained from inputs
with ve extra dimensions lled with Gaussian noise; the
noise makes the problem less rigid.) The main disadvan-
tage of slack variables is the extra computation required
to optimize an objective function witB(nk?) additional
variables. The resulting optimization can be noticeably
slower.

The above relaxations may prove particularly useful
in applications when the distancBg are not computed
from Euclidean distances but are speci ed in some other
way. In this case, the optimization with strict distance-
preserving constraints may not be feasible. No matter
what the distancel , the relaxed versions of maximum

Figure 7: Top: Maximum variance unfolding af =953 variance unfolding always have non-empty feasible re-
images of handwritterwos with k = 4 nearest neigh- gions containing the trivial solutio&;; =0. In such prob-
bors. Representative images are shown next to circleths, the optimization can be used to return the variance-
points. Bottom: eigenvalues from the matrices of PCA

and MVU, shown as a fraction of the trace.

shows a three dimensional embedding of these images.
The bottom panel shows the eigenvalue spectra of the ma-
trices from PCA and MVU with both strict equality and
relaxed inequality constraints. Note how the relaxed opti-
mization concentrates more variance in the leading three
dimensions.

Another way to relax the constraints in maximum vari-
ance unfolding is to allow the distances to change slightly,
but to add a term to the objective function that penalizes
this slack. This can be done by introducing slack variables

i ,» one for each of the constraints in eq. (2). The relaxed
optimization is given by:

[»]
Maximize Ti(K) !k j k]
subject to:
(1)K 0.
(2) jKj =0. Figure 8: Top: Two dimensional embedding of=900
B)Kii 2Kj +Kj =Dy + j forall (i;)) noisy images of a rotating globe, computed by MVU with
with  =1. k = 4 nearest neighbors. The viewpoints were evenly

spaced over 30 degrees of longitude and latitude. The
The constant 2 (0;1) balances the objectives of maxicolor images were corrupted by white Gaussian noise be-
mizing variance and penalizing slack. In practice, chodere unfolding the data set to test the algorithm's robust-
ing ! 1 seems to work well for balancing these twoess. Clean and noisy images are shown (enlarged) to the
objectives. left and right of the embeddin@ottom: eigenvalues from

Fig. 10 shows an example where this use of slack #te matrices of PCA and MVU, shown as a fraction of the
lows the algorithm to return an improved result. In thisace.



maximizing embedding in Euclidean space that best pre-
serves local distances.

Finally, we mention one other type of relaxation that
has proved useful in an application of maximum variance
unfolding to language data (Blitzer et al., 2005). One
obtains a simpler problem in semide nite programming,
with many fewer constraints, by only preserving distances
to k-nearest neighbors as opposed to preserving distances
and angles. The resulting optimization can be used to un-
fold larger data sets; it also tends to lead to more aggres-
sive forms of dimensionality reduction.

6 Discussion

In this paper we have proposed an algorithm for unsuper-
vised learning of image manifolds by semide nite pro-
gramming. Our work can be viewed as bridging two on-
going lines of research in machine learning, one on spec-
tral methods for dimensionality reduction, the other on
kernel methods for pattern recognition. After placing our
work in the context of these two lines of research, we con-
clude by describing some open questions and plans for

Figure 9:Top: Three dimensional embedding& 1960 future work.

images of faces, obtained by MVU usikg= 4 near-
est neighbors (and inequality constraints). Represeptati
faces are shown next to circled poinBottom: eigenval- 6.1 Spectral Methods

ues from the matrices of PCA and MVU with strict equaﬁ last h i d b ¢ devel
ity and relaxed inequality constraints, shown as a fracti Irlle ast1ew years have withessed a number ot devel-

of the trace. The relaxed solution concentrates more Of(ﬁ%ments n s_pectral ”_‘eth"ds for dimensionality r_educ-
variance in the leading three dimensions. tion and manifold learning. Recently proposed algorithms

include Isomap (Tenenbaum et al., 2000), locally linear
embedding (LLE) (Roweis & Saul, 2000), hessian LLE
(hLLE) (Donoho & Grimes, 2003), and Laplacian eigen-
maps (Belkin & Niyogi, 2003); there are also related algo-
rithms for clustering (Shi & Malik, 2000; Ng et al., 2002).
Maximum variance unfolding is based on a different geo-
metric intuition than these other algorithms, however, and
as a result, it has somewhat different properties. The rest
of this section highlights the similarities and differeace
with previous work.

Most spectral methods for dimensionality reduction all
share the same basic structure: (i) computing neighbor-
hoods in the input space, (ii) constructing a square ma-
trix with as many rows as inputs, and (iii) deriving a low
Figure 10: Maximum variance unfolding of=800 in- dimensional embedding from the top or bottom eigen-
puts sampled without noise from a Swiss roll. Strictly prerectors of this matrix. Algorithms differ in the geomet-
serving distances betwe&rr 6 nearest neighbors causesic signatures of manifolds that they attempt to estimate
the outputs to “lock up” before the data set is completedynd preserve. For example, Isomap is based on geodesic
unfolded. Allowing slack in these constraints leads to tlistances, LLE on the coef cients of local linear recon-
desired solution. structions, and Laplacian eigenmaps on the discrete graph
Laplacian. Maximum variance unfolding is based on es-
timating and preserving local distances and angles. It is
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their eigenvalue spectra do not reliably reveal the underly
ing dimensionality of sampled manfolds (Saul & Roweis,
2003), as do Isomap and maximum variance unfolding.
There exist convergence proofs for Isomap (Tenenbaum
et al., 2000; Donoho & Grimes, 2002; Zha & Zhang,
2003) and hLLE (Donoho & Grimes, 2003), but not for
the other algorithms. On the other hand, maximum vari-
ance unfolding by its very nature provides nite-size guar-
antees that its constraints will lead to locally isometric
embeddings. We are not aware of any nite-size guar-
antees provided by the other algorithms. Finally, while
the different algorithms have different computationatbot
tlenecks, it is fair to say that the approach in this paper,
based on semide nite programming, is the most compu-
tationally demanding.

Figure 11: Top: The three dimensional embedding o§.?2 Kernel Methods
n =400 images of a rotating teapot, computed by Isomap
with k = 10 nearest neighborsBottom: The normalized Along with the growing interest in manifold learning, the
eigenvalues of Isomap in comparison to maximum valést few years have also witnessed an explosion of inter-
ance unfolding. Both return two dominant eigenvaluegst in kernel methods for pattern recognition (Scholkopf
However, as the data set is not isometric to a convex sub&&imola, 2002). Kernel methods rely on an implicit map-
of Euclidean space, Isomap returns more than two ngring of inputs to a higher (and potentially in nite) dimen-
zero eigenvalues. This is re ected through the arti cisgional feature space. The kernel function species the
wave in the third dimension. dot product between the feature vectors formed in this
way from the original inputs. The “kernel trick” is to
replace the dot products x; that appear in linear al-
most easily compared to Isomap and hLLE, since bajlrithms for pattern recognition by the kernel function
these algorithms also attempt to learn isometric mappingsgx; ; Xj). Support vector machines (Vapnik, 1998) for
and thus seek the same solution, up to a global rotatiorlassi cation and kernel PCA (Scholkopf et al., 1998) for
On many problems, Isomap and maximum variance umnlinear dimensionality reduction are examples of algo-
folding return generally similar results, with eigenvalugthms that were conceived in this way, with a kernel ma-
spectra that provide a reliable estimate of the data setl that stores the pairwise dot products between inputs in
intrinsic dimensionality. Fig. 11 illustrates an examplieature space. In most kernel machines, the kernel func-
where the algorithms return quite different results. Thin is simply speci ed a priori; the most popular choices
top panel shows the results of Isomap applied to tiolve polynomial and Gaussian kernels. Recent work
same data set of teapot images as in Fig. 5; the bottomsupervised learning, however, has investigated the pos-
panel compares its eigenvalue spectrum to that of maibility of learning kernel matrices by semide nite pro-
imum variance unfolding. Note that Isomap has moggamming (Lanckriet et al., 2002).
than two appreciable eigenvalues (which is manifestedThe inner product matrik j computed by maximum
by the waves in its three dimensional embedding). Thigriance unfolding can be viewed as a kernel matrix be-
somewhat arti cial result is due to the fact that the samdween inputs. While there have been attempts to inter-
pled manifold in this example is not isometric tccan- pret the matrices constructed by Isomap and LLE as ker-
vexsubset of Euclidean space. This is a key assumptig#ls (Scholkopf & Smola, 2002; Bengio et al., 2004;
of Isomap, one that is not satis ed by many image martitam et al., 2003), their interpretation is less straightfor
folds (Donoho & Grimes, 2002). ward (Weinberger et al., 2004). The kernel matrix in max-
Overall, the different algorithms for manifold learningmum variance unfolding is interesting in several respects
should be viewed as complementary; each has its own &dst, it is based on variance maximization, as opposed to
vantages and disadvantages. LLE, hLLE, and Laplaciarargin maximization (Scholkopf & Smola, 2002; Lanck-
eigenmaps construct sparse matrices, and as a result, theyet al., 2002); the former applies to unsupervised learn
are easier to scale to large data sets. On the other hamgl, whereas the latter requires (at least some) labeled ex-
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amples. Second, whereas most kernel functions are c@gn® + ¢3), wheren is the matrix size and is the num-

sen to map the inputs into a higher dimensional featuser of constraints (Borchers, 1999). While our current
space, the kernel matrix in maximum variance unfoldingplementation can handle data sets with up to 2500
does just the opposite, typically mapping the inputs inboputs, many applications in computer vision and pattern
a lower dimensional space. Finally, maximum variancecognition involve much larger data sets. Thus our main
unfolding may be viewed as a special version of kernialsk for future research is to develop shortcuts and approx-
PCA (Scholkopf et al., 1998)—ideally suited for manifolimations for large-scale implementations.

discovery—in which the kernel matrix itself is learned (in \ye gre currently investigating a framework that has al-
a completely unsupervised manner) from unlabeled_exaiml-ved us to reproduce many of the results in this paper
ples. Attempts to use the kernel matrix from maximufg 4 small fraction of the original time (Weinberger et al.,

variance unfolding in support vector machines have ng§os) The framework is based on the observation that for
met with much success (Weinberger et al., 2004); stqf||_sampled manifolds, the entire output inner product
dard pon_nomlaI and radial basis funcuqn !(grnels a_‘lmorﬂatrixK i = yi y; can be very accurately reconstructed

always yield better performance. Maximizing variancg,m a much smaller submatrix of inner products between

subject to neighborhood-preserving constraints does F'é’ﬁdomly chosefandmarks In particular, we can write:
seem to be the best intuition for problems in classi ca-

tion.

K QLQT (16)

6.3 Conclusion whereL is them m submatrix of inner products be-

Our initial results for unsupervised learning of imagtéiveen landmarks (witm = n) andQisann m linear

manifolds seem promising. The algorithm in this papg,ansformation derived from solving a sparse set of linear
(ﬁguations. The factorization in (16) enables us to reformu-

has different properties than previous algorithms for ma te th ide nit int £ th h I
ifold learning, and many of these properties can be ¢ fiie the semide nite program In terms otthe much smarfler
atrixL, yielding order-of-magnitude reductions in com-

strued as advantages. Like Isomap (and unlike LLE), H%t tion Wi | lori ther id based
eigenvalue spectrum provides an estimate of the unde fationtime. YVe are aiso exploring other ideas based on
w-rank matrix factorizations (Burer & Monteiro, 2003),

ing dimensionality of sampled manifolds; unlike Isomap;,” . .
however, it does not assume that the inputs are ison'gé?-mbumd methads (Biswas & Ye, 2003), the extrapo-

ric to a convex subset of Euclidean space. The distanédo" of kernel matrices to out-of-sample inputs (Ben-

preserving constraints in maximum variance unfoldi otet El'i I2004)'t?n(i thetEOSt-?rocess!;\gi dolf resglts frsohm
can also be relaxed to encourage more aggressive s ter but less robust methods for manifold learning (Sha

tions for dimensionality reduction. aul, 2005).

The use of semide nite programming has both advan_in addition to the Chaiienge of |arge-5ca|e implementa-
tages and disadvantages. Its main advantage is the sinigfes, there are many other directions for future work. It
manner in which we can express and enforce distanwuid be interesting to investigate image manifolds which
preserving constraints. Such constraints can be tailoR&y€ spherical or toroidal geometries (Pless & Simon,
to particular applications of nonlinear dimensionality re2002). It might also be fruitful to study problems where
duction. For examp|e’ a recent extension of maximljﬁﬂpre Sophisticated Slmllal’lty metrics (Simard et ai., 1,993
variance unfolding (Bowling et al., 2005) focused on inBelongie et al., 2002) have been developed using prior
ages collected by a robot moving through a virtual enJfnowledge, rather than relying on naive nearest-neighbor
ronment. In this app“cation’ the robot moved On|y a@omputations USing Euclidean distance. Finaiiy, to the ex-
cording to a nite set of actions, and it was assumed thi@nt the our approach provides a new connection between
transitions caused by the same actions should be mapyy@ék in manifold learning and kernel methods, we hope
to jumps of equal distance in the embedding space. Thé¥@t it will lead to further advances in both areas.
additional constraints, naturally accommodated by the use
of semide nite programming, lead to Action Respect-
ing Embeddings (ARE) that more accurately re ect the
robot's motion and provide better support for path plafi\cknowledgements
ning and localization.

The main disadvantage of semide nite programminbhis material is based upon work supported by the Na-
is the required amount of computation, which scales @gnal Science Foundation under Grant No. 0238323.
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